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The problem - biology

Mixed models: b :=
(
XTM−1X

)−1
XTM−1y

Genome-wide association analysis
y: phenotype
(outcome; vector of observations)
E.g.: height, blood pressure for a set of people

X: genome measurements and covariates
(design matrix; predictors)
E.g.: sex and age over height

M : dependencies between observations
E.g.: tall parents have tall children

b: relation between a variation in the outcome (y)
and a variation in the genome sequence (X)
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The problem - linear algebra

Linear regression with non-independent outcomes

b :=
(
XTM−1X

)−1
XTM−1y

Genome-wide association study
Inputs

M ∈ Rn×n, SPD(M), n ∈ [103, . . . , 104]

X ∈ Rn×p, p ∈ [3, . . . , 20], full rank
y ∈ Rn

Output

b ∈ Rp
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Problem instance

:=
-1 -1 -1

b XT M X XT M y
6 6 6 6

Rp×1 Rn×n Rn×p Rn×1

p ∈ [4, . . . , 20] n ∈ [103, . . . , 104]
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Language issues

“To be repeated thousands of times”

⇒
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Language issues

“To be repeated thousands of times”
⇒

for( i=0; i < thousands_of_times; i++ )
{

/* LOAD problem_i */
X = read( "file_X", n * p , offset, ... );
y = read( "file_y", n , offset, ... );
M = read( "file_M", n * n/2, offset, ... );
// or maybe: M = generate_matrix( ... )

/* SOLVE problem_i */
b = compute( X, M, y );

/* STORE solution_i */
write( "file_b", b, p, offset, ... );

}
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Language issues

“To be repeated thousands of times”
⇒

independent problem instances
computational cost: O(n3 + n2p+ np2) = O(n3)

access pattern irrelevant

opportunity for overlapping computation and data movement
double buffering
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The problem - the real setup

2D sequence

bij :=
(
XT

i M
−1
j Xi

)−1
XT

i M
−1
j yj

i = 1 . . .m, where m ≈ 106 – 107

j = 1 . . . t, where t is either 1 or ≈ 105

Also:
for each bij , compute and store vij ∈ Rp×p
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A completely different problem!
data re-use

cost depends on traversal

HUGE datasets — Terabytes
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Complexity

Parameters
n: population size

m: number of SNP
t: number of traits

Scenario #1

t = 1
n = 10.000
m = 3.000.000

Input: 220 GBytes
Output: .2 GBytes

Cost: 3.000 Pflops

Scenario #2

t = 100.000
n = 1.000
m = 1.000.000

Input: 8 GBytes
Output: 9 TBytes

Cost: 100.000 Pflops

Scenario #3

t = 100.000
n = 10.000
m = 10.000.000

Input: 750 GBytes
Output: 90 TBytes

Cost: 1.000.000 Eflops
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GWAS database: Population size – n
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GWAS database: SNPs – m
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GWAS database: Population vs SNPs
Date Initial Sample SizeReplication Sample SizeSNPs passing QCLink

3 mai 2012 1850 2009 533252 http://www.ncbi.nlm.nih.gov/pubmed/22551897
3 mai 2012 6685 5725 130903 http://www.ncbi.nlm.nih.gov/pubmed/22570697
3 mai 2012 11972 7482 2500000 http://www.ncbi.nlm.nih.gov/pubmed/22570627
3 mai 2012 11972 7482 2500000 http://www.ncbi.nlm.nih.gov/pubmed/22570627
2 mai 2012 573 931 512296 http://www.ncbi.nlm.nih.gov/pubmed/22560479
2 mai 2012 573 931 512296 http://www.ncbi.nlm.nih.gov/pubmed/22560479
2 mai 2012 573 931 512296 http://www.ncbi.nlm.nih.gov/pubmed/22560479
2 mai 2012 573 931 512296 http://www.ncbi.nlm.nih.gov/pubmed/22560479
2 mai 2012 573 931 512296 http://www.ncbi.nlm.nih.gov/pubmed/22560479

28 avr. 2012 5767 344 681552 http://www.ncbi.nlm.nih.gov/pubmed/22605921
27 avr. 2012 905 2152 569615 http://www.ncbi.nlm.nih.gov/pubmed/22558097
27 avr. 2012 9103 1629 2178644 http://www.ncbi.nlm.nih.gov/pubmed/22558069
27 avr. 2012 9103 1629 2178644 http://www.ncbi.nlm.nih.gov/pubmed/22558069
27 avr. 2012 9103 1629 2178644 http://www.ncbi.nlm.nih.gov/pubmed/22558069
27 avr. 2012 9103 1629 2178644 http://www.ncbi.nlm.nih.gov/pubmed/22558069
27 avr. 2012 9103 1629 2178644 http://www.ncbi.nlm.nih.gov/pubmed/22558069
26 avr. 2012 418 407 444088 http://www.ncbi.nlm.nih.gov/pubmed/22538805
26 avr. 2012 2665 4137 912924 http://www.ncbi.nlm.nih.gov/pubmed/22541561
24 avr. 2012 3365 835 948658 http://www.ncbi.nlm.nih.gov/pubmed/22524403
16 avr. 2012 3736 3727 2524918 http://www.ncbi.nlm.nih.gov/pubmed/22494929
16 avr. 2012 3736 3727 2524918 http://www.ncbi.nlm.nih.gov/pubmed/22494929
16 avr. 2012 3736 3727 2524918 http://www.ncbi.nlm.nih.gov/pubmed/22494929
16 avr. 2012 3736 3727 2524918 http://www.ncbi.nlm.nih.gov/pubmed/22494929
15 avr. 2012 9232 2318 2500000 http://www.ncbi.nlm.nih.gov/pubmed/22504421
15 avr. 2012 9232 2318 2500000 http://www.ncbi.nlm.nih.gov/pubmed/22504421
15 avr. 2012 9232 2318 2500000 http://www.ncbi.nlm.nih.gov/pubmed/22504421
15 avr. 2012 9232 2318 2500000 http://www.ncbi.nlm.nih.gov/pubmed/22504421
15 avr. 2012 9232 2318 2500000 http://www.ncbi.nlm.nih.gov/pubmed/22504421
15 avr. 2012 8175 1752 2229753 http://www.ncbi.nlm.nih.gov/pubmed/22504418
15 avr. 2012 8175 1752 2229753 http://www.ncbi.nlm.nih.gov/pubmed/22504418
15 avr. 2012 10768 8321 2400000 http://www.ncbi.nlm.nih.gov/pubmed/22504419
15 avr. 2012 10768 8321 2400000 http://www.ncbi.nlm.nih.gov/pubmed/22504419

0M

3M

6M

9M

12M

0K 75K 150K 225K 300K

GWAS dimensions

SN
Ps

 p
as

si
ng

 Q
C

Replication sample size

2006
2007
2008
2009
2010
2011

0M

4M

8M

12M

16M
GWAS dimensions

SN
Ps

 p
as

si
ng

 Q
C

Paolo Bientinesi (AICES, RWTH Aachen) 13 / 28



1 The problem

2 Single trait analysis: t = 1

3 The complete multi-trait analysis: t > 1

4 Future work

γ µ

α

η

t

m

p

B

bα,γ

=
XT
α

−1

Mγ Xα

−1

XT
α Mγ yγ

bη,γ

=
XT
η

−1

Mγ Xη

−1

XT
η Mγ yγ bη,µ

=
XT
η

−1

Mµ Xη

−1

XT
η Mµ yµ

Paolo Bientinesi (AICES, RWTH Aachen) 14 / 28



Double buffering

Main memory

XR b

Workspace 1

XR b

Workspace 2

Role exchange

XR b

Workspace 1

XR b

Workspace 2

Iteration i

• Store b[i-1]

• Load XR[i+1]

Iteration i

• Compute b[i]

Iteration i + 1

• Compute b[i+1]

Iteration i + 1

• Store b[i]

• Load XR[i+2]
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Overlap

Async I/O
library

Computation

. . . . . .

READ Xblki+1

WRITE bblki
READ Xblki+2

WRITE bblki+1
READ Xblki+3

COMP(Xblki , y)

COMP(Xblki+1 , y)

COMP(Xblki+2 , y)

. . . . . .
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Our algorithm: HP-GWAS
Xeon, single thread n = 10.000, p = 4
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Our algorithm: HP-GWAS
Xeon, 12-cores n = 10.000, p = 4
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In-core vs Out-of-core
Main memory: 32GB n = 10.000, p = 4
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GPUs: Double+Triple buffering
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GPU: Results
Main memory: 24GB, Fermi: 6GB n = 10.000, p = 4

m CPU only CPU + 1GPU CPU + 2GPU
1000
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Multiple GPUs
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Degrees of freedom

mb

tb

B
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n

mb
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Y

XR

I/O: How to traverse B? (blocking / shape / direction )

Single-threaded or collaborative I/O?

Caching: How to use multi-threading? (blocking / shape )
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I/O management
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Results
Xeon, 512GB, 40 threads n = 1.000, p = 4,m = 1.000.000
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Future work

GWAS: is it all solved?
t = 1: 40-fold speedups on 12 cores

t = 1: k-fold speedup with k GPUs

t > 1: 1000-fold speedups on 40 cores

But . . .
none of our I/O mechanisms will be accepted

sacrifice overlap for filtering, casting,
post-processing, . . .

TODO list
Large n: distributed memory
GPUs for multi-trait GWAS
Exploit sparsity
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